
Square-Root Information Form of Covariance
Intersection

Allan Lyon, Zack Fraser, Jackson Kulik
Mechanical and Aerospace Engineering

Utah State University
Logan, USA

Email: allan.lyon@usu.edu, A02309710@usu.edu,
jackson.kulik@usu.edu

Keith A. LeGrand
School of Aeronautics and Astronautics

Purdue University
West Lafayette, USA

Email: klegrand@purdue.edu

Abstract—This paper examines the square-root information
form of covariance intersection (SRCI) as an alternative to
covariance intersection (CI) for fusing state estimates with
unknown cross correlations. The SRCI algorithm is introduced
as a theoretically equivalent algorithm to CI that is compatible
with square-root filtering methods while promoting accuracy and
increased numerical stability. First, the standard CI formulation
is introduced as the baseline for conservative sensor fusion.
Then, we develop the square root information form of the
covariance intersection algorithm. This paper also presents an
analytical calculation for the derivative of the log-determinant-
based covariance intersection objective function with respect to
the weighting factor to aid in efficient optimization. Results are
presented comparing the theoretically equivalent, yet numerically
distinct solutions of the two covariance intersection algorithms.

Index Terms—Covariance Intersection, Square Root Covari-
ance Intersection, Data Fusion

I. INTRODUCTION

Data fusion combines information from multiple sources to
produce a more accurate or reliable estimate of a system’s
state. When sensor errors are independent, classical methods
such as the Kalman filter provide optimal linear fusion. If
the cross correlations are known the data can be fused using
the Bar-Shalom-Campo formulas to obtain a mean square
error optimal fused result [1]. However, in many practical
situations, the cross correlations between unfused estimates,
particularly those coming from processed data streams, are
unknown or difficult to model. Ignoring these correlations can
lead to overconfident fused estimates, which may underesti-
mate uncertainty and increase the risk of filter divergence.
Conservative fusion approaches aim to guarantee that the
fused covariance accurately reflects all possible dependencies,
providing robust estimates even in the absence of complete
correlation information.

Covariance intersection (CI) is a widely used technique for
fusing two or more state estimates when the cross correlations
are unknown or partially known [2]. This is useful for fusion
of state estimates obtained from distributed systems that have
unknown correlations due to common process noise, prior
information, correlation in the sensor measurement noise, etc.
[3]. Various methods inspired by covariance intersection have
been developed including inverse covariance intersection [4],

ellipsoidal intersection [5], and split covariance intersection
[6].

Covariance matrices can become ill-conditioned during the
filtering process. This can be caused by multiple sensors
with different resolutions, sensors with similar directional
information, or the presence of mixed units with different
scales (e.g. position and velocity). These scenarios cause the
eigenvalues of the covariance matrix to be drastically different
in scale resulting in ill-conditioning of the covariance matrix.
Square-root filtering methods have been developed for their
favorable numerical stability properties in such cases [7] [8].
When using covariance intersection, the square-root of the
fused covariance needs to be calculated using a Cholesky de-
composition before a square-root filtering method can be used
again. In ill-conditioned systems, the Cholesky decomposition
may fail due to the fused covariance not being positive definite
or sufficiently symmetric after the numerical operations of
covariance intersection.

We propose the square-root information form covariance
intersection (SRCI) as a new method that performs covariance
intersection by operating directly on the square-root factors of
the information matrices. This makes square-root covariance
intersection directly compatible with filtering methods that
also employ the square-root factors of the information matrices
[9] [10]. Square-root covariance intersection allows for data
fusion to be performed directly on the outputs of these square-
root filtering techniques and results in data products that can
again be ingested directly to such filters.

II. COVARIANCE INTERSECTION

Covariance intersection is a robust technique for fusing two
or more state estimates when the cross correlations between
the estimates are unknown or difficult to quantify. CI computes
a fused estimate as a convex combination of the information
matrices of the input estimates, ensuring that the resulting
covariance is consistent and conservative regardless of the
true cross correlation. Consider two estimates (µ1, P1) and
(µ2, P2), where µi represents the mean vector and Pi the
covariance matrix of the i-th estimate. CI computes a fused



estimate (µf , Pf ) using a weighting factor ω ∈ [0, 1] that
balances the contribution of each input [2]:

P−1
f = ωP−1

1 + (1− ω)P−1
2 (1)

µf = Pf

(
ωP−1

1 µ1 + (1− ω)P−1
2 µ2

)
(2)

The key feature of CI is that it guarantees conservative
fusion: the fused covariance Pf always bounds the true covari-
ance from above regardless of the unknown cross correlations.

A weight ω is typically chosen by minimizing a scalar
measure of uncertainty such as the log-determinant or the trace
of the covariance [11]. While any objective function could be
used for this analysis, the log-determinant is employed:

min
ω

log det(Pf )

subject to: P−1
f = ωP−1

1 + (1− ω)P−1
2

0 ≤ ω ≤ 1

(3)

III. SQUARE ROOT COVARIANCE INTERSECTION

The SRCI performs all computations on the square–root
factors of the information matrices rather than on the full
covariances themselves. Each input covariance is written as

Pi = SiS
T
i (4)

where Si is a lower Cholesky (or other valid square–root)
factor of Pi. Instead of forming and inverting the informa-
tion matrices directly, SRCI constructs a stacked square–root
information matrix

B =

[ √
ω S−1

1√
1− ω S−1

2

]
(5)

whose structure mirrors the convex weighting of CI. By this
matrix construction, the product BTB produces the fused
information matrix obtained from the original covariance
intersection algorithm.

A reduced QR decomposition is then applied to the stacked
matrix,

B = QR (6)

where Q is orthogonal and R is upper triangular. The fused
information matrix can then be calculated by the following

P−1
f = BTB = RTQTQR = RTR (7)

Thus, the transpose of the upper triangular factor R serves
as the square–root of the fused information matrix. The fused
mean can be calculated directly from the square-roots of
the information matrices by replacing the covariance and
information matrices in (2) with their corresponding square-
root matrices:

µf = R−1R−T (ωS−T
1 S−1

1 µ1 + (1− ω)S−T
2 S−1

2 µ2) (8)

It is recommended when calculating the fused mean to com-
pute the matrix-vector multiplications first (moving right to
left) instead of the matrix-matrix multiplications to decrease
the computational cost of implementation. Note that the final
multiplications by R−1 and its transpose can be achieved

by forward and backward substitution given the triangular
structure.

The SRCI optimization problem can be expressed as

min
ω

− log((det(R))2)

subject to 0 ≤ ω ≤ 1

B =

[ √
ω S−1

1√
1− ω S−1

2

]
,

B = QR

(9)

Note that the objective function can be written as
log(det(R)) as a result of the multiplicative properties of
the logarithm, however, this allows the possibility of det(R)
being negative due to numerical error which results in the
logarithm being undefined. The objective function for the
SRCI optimization problem can be derived directly from the
objective function of CI:

log(det(Pf )) = − log(det(P−1
f )) = − log(det(RTR))

= − log(det(RT ) det(R)) = − log((det(R))2)

Some numerical optimization schemes require the derivative
of the objective with respect to the optimization variable.
Because the objective functions of CI and SRCI are equivalent,
the derivative of the objective functions are also equivalent.
Using the derivative chain rule, the derivative of the CI
objective function is

∂

∂ω
[log(det(Pf ))] =

1

det(Pf )

∂

∂ω
[det(Pf )] (10)

The derivative of the determinant can be found using
Jacobi’s formula [12]

∂

∂ω
[det(Pf )] = det(Pf )tr(P

−1
f

∂Pf

∂ω
) (11)

The derivative of the fused covariance can be obtained
by using the relationship between the derivative of a matrix
and the derivative of the inverse of the matrix. The resulting
derivative is

∂

∂ω
[log(det(Pf ))] = tr(P−1

2 Pf − P−1
1 Pf ) (12)

Equation (12) is the derivative of the objective function for
both the original CI and SRCI objectives. Equation (12) can be
modified to use the square-roots of the information matrices
by replacing P1, P2, and Pf with their respective square-root
matrices. Using the cyclic property of the trace and the fact
that the trace is a linear operator, the derivative can be rewritten
as

∂

∂ω
[− log(det(R)2)] = tr((S−T

2 R−1)T (S−T
2 R−1))

− tr((S−T
1 R−1)T (S−T

1 R−1)) (13)

The trace of ATA is related to the Frobenius norm of A by
the following relationship [13]:

tr(ATA) = ∥A∥2F (14)



Using this relationship, the derivative can be simplified to
the following:

∂

∂ω
[− log(det(R)2)] = −∥S−1

1 R−1∥2F + ∥S−1
2 R−1∥2F (15)

Benefits of the SRCI are twofold: this approach en-
sures symmetry and positive semidefiniteness of the infor-
mation/covariance matrix are preserved while dealing with
matrices with square root of the condition number of the
original covariance, and two, the computation of derivatives
does not require an additional matrix factorization to solve for
the product of in (12). In Section IV, it is shown that when
the initial distributions are ill-conditioned, the SRCI preserves
symmetry better than the original covariance intersection al-
gorithm.

Square-root covariance intersection is described in Algo-
rithm 1. This algorithm takes as the input the square-root
of the information matrices and outputs the square-root of
the fused information matrix. This situation is the intended
use case for this algorithm. If instead the algorithm takes as
input the covariance matrices, it is recommended that first the
Cholesky decomposition is used to compute the square roots
and then the inverse is taken by applying forward substitution
on the identity matrix. Algorithm 1 can then be used for fusion
and the fused covariance can be calculated by Pf = R−1R−T

whereas the fused mean can be calculated by using either (2)
or (8).

Algorithm 1 The square-root information matrices are pro-
vided.

1) Compute the optimal weighting factor by solving the
optimization problem described in (9).

2) Use (5) to compute the stacked square-root information
matrix with the optimal weighting factor.

3) Compute the reduced QR decomposition of the resulting
stacked matrix. The transpose of R is the square-root
information matrix of the fused distribution.

4) Use (8) to compute the fused mean and, if desired, use
(7) to compute the fused information matrix

IV. NUMERICAL ANALYSIS

This section describes the simulation framework used to
compare the performance of the original CI algorithm and
the SRCI algorithm under scenarios with poor covariance
conditioning.

Implementing both CI and SRCI requires a bounded one-
dimensional minimization. For this implementation we chose
to employ Brent’s method for one-dimensional root finding
on the first derivative of the objective [14]. This method is
a common bounded one-dimensional optimization algorithm
that requires only the first derivative and not the second
derivative.

A. Generating Input Matrices

We generate two input covariance matrices, P1 and P2,
of dimension d = 6. Each covariance is constructed using

a random orthonormal basis Q from a QR decomposition of
a matrix with independent standard Gaussian entries and a
diagonal matrix D with specified eigenvalues:

D = diag(λ1, λ2, 1, . . . , 1) (16)

P1 = QDQT (17)

where λ1 = 106 and λ2 = 10−2 to introduce moderately poor
conditioning corresponding to directional standard deviations
that are four orders of magnitude different. The second covari-
ance P2 is generated by perturbing the eigenvalues slightly and
applying a small random rotation where I4 is the 4D identity
matrix and 04 is a 4× 4 matrix of zeros:

D2 = diag(λ′
1, λ

′
2, 1, . . . , 1) (18)

R(θ) =

[
cos θ − sin θ
sin θ cos θ

]
(19)

T =

[
R(θ) 04
04 I4

]
(20)

P2 = T QD2Q
TTT (21)

where θ is a uniformly sampled angle between ±1◦, and λ′
1,

λ′
2 are perturbed by a uniformly sampled factor between ±0.2.

These values where chosen to emulate a scenario in which
sensing geometry leads to two very similar, but distinct areas
of uncertainty.

B. Simulation Trials

A Monte Carlo analysis is conducted with 1000 samples
of the input covariance matrices while assuming that the
initial means are equal to zero without loss of generality
in the covariance fusion calculations. During each trial, both
CI and SRCI are computed. The normalized Frobenius dif-
ference ∥PCI − PSRCI∥F /∥PSRCI∥F is then used to compare
the fused covariance from SRCI and CI where PCI is the
fused covariance obtained from CI and PSRCI is the fused
covariance obtained from SRCI. Mathematically SRCI and CI
are equivalent; therefore, the Frobenius difference is attributed
entirely to numerical errors.

The fused covariance of SRCI is guaranteed to be symmetric
by construction, whereas CI does not the same guarantee. Co-
variance matrices must be symmetric therefore, the symmetry
error in the CI is quantified as

ϵsym = ∥Pf − 1

2
(Pf + PT

f )∥F (22)

Implementing CI generally requires that the algorithm be
able to run quickly. Therefore, it is important that SRCI is also
able to run quickly. Time tests are run to compare the speed
of the CI and the SRCI algorithms. For the time tests, both
CI and SRCI were implemented with inputs of the covariance
matrix, the information matrix, and the square-roots of both of
those matrices. The speed of the algorithms is then analyzed
based on the desired inputs and outputs.

The accuracy of the algorithms are also analyzed by compar-
ing the square-root fused information matrices as computed in



single and double precision. A square-root fused information
matrix will be calculated using both CI and SRCI using double
precision and single precision numbers. Since the resulting
matrices calculated using double precision will be the most
accurate, the matrix calculated using single precision that is
closest to the double precision is considered the most accurate.
Note that the two computations in double precision agree
with one another to a higher number of digits than either
single precision calculation does with either of the double
precision calculations, hence the single precision errors from
their double precisions counterparts can be treated as being
approximately the errors from the true fused covariance and
compared against one another.

C. Directional Constraint Validation

For covariance intersection to produce a valid fused distri-
bution the fused n-sigma contour must contain the intersection
of the n-sigma contours of the two input covariances. To
determine whether this property is satisfied, the directional
constraint from Uhlmann is examined [15]. We first define
a set of unit vectors {xk}ndirs

k=1 uniformly sampled on the
unit sphere in Rd. For each fused covariance Pf and input
covariances P1 and P2, we check the following directional
constraint in every sampled direction:

Mi(x) = (x− µi)
TP−1

i (x− µi) (23)

Mf (xk) ≤ max (M1(xk), M2(xk)) k = 1, . . . , ndirs (24)

If this inequality does not hold for some values of x then the
fused n-sigma contour is smaller than the n-sigma contours of
both original estimates in the direction of x, which produces
an over-confident fused estimate.

D. Simulation Results

First the normalized Frobenius difference is analyzed for the
poorly conditioned unfused covariances presented in section
IV-A. Fig. 1 shows that the relative Frobenius error between
CI and SRCI is on the order of 10−9. A Frobenius error this
small confirms that the fused covariances obtained from CI
and SRCI are equivalent aside from numerical errors.

Next, the symmetry failure of CI is analyzed. Fig. 2 shows
symmetry errors in the CI fused covariance obtained using
(22). Based on the the figure, most of the fused covariances
have a small symmetry error. Symmetry error will be caused
by numerical errors, therefore, increased ill-conditioning of
the system will cause increased symmetry errors. While the
initial covariances are moderately ill-conditioned, the resulting
fused covariance is no longer entirely symmetric. We would
expect that using a more ill-conditioned system would cause
an increase in the symmetry error of the fused covariance and
a less ill-conditioned system would decrease the symmetry
error.

To evaluate the conservativeness of the fused estimates
obtained from the SRCI, the percent of directions in which
the fused covariance satisfies the directional constraint is
evaluated. It was found that the directional constraint was

Fig. 1. Frobenius norm of the difference between CI and SRCI covariance

Fig. 2. Symmetry error from CI algorithm

satisfied for all tested directions and for all dimensions for
both CI as well as SRCI. This is expected for the CI and
confirms that the SRCI is giving a conservative fused estimate.
This does show that for at least one individual CI calculation,
that the algorithm is relatively robust numerically even in the
face of moderately ill-conditioned covariances.

Table I shows the run times for each algorithm in seconds
obtained from the timed tests in which the minimal time over
1000 trials was taken. As expected, CI runs the fastest with an
input of the information matrix and SRCI runs the fastest with
an input of the square-root of the information matrix. Overall,
the SRCI algorithm runs slightly slower than the CI algorithm
in all cases, but this slowdown is relatively small, on the order
of less than a half the speed.

To compare the accuracy of the SRCI algorithm and the
CI algorithm, tests were run comparing the fused square-



TABLE I
TIMING TEST COMPARISON FOR CI AND SRCI

CI SRCI
Covariance Input 3.1194e-5 5.2911e-5
Information Input 2.4645e-5 5.1465e-5

Square-root Covariance Input 3.1278e-5 5.1598e-5
Square-root Information Input 2.8365e-5 4.8326e-5

root information matrices calculated using single precision
numbers with the fused square-root information matrices cal-
culated using double precision numbers. The errors between
the matrices computed using single precision and the matrices
computed using double precision numbers is approximately
the error between the true fused covariance and the fused
covariance calculated by each algorithm. The Frobenius norm
of the difference between the single precision matrices and
the double precision matrices are calculated for each trial and
plotted in Fig. 3.

Fig. 3 shows that the SRCI algorithm matches the double
precision result between one and two orders of magnitude
better than the CI algorithm. Therefore SRCI is more accurate
than CI when the inputs are square-root information matrices.

Given that the machine precision for single precision
floating-point arithmetic is approximately 10−7, the error
produced from SRCI is only one order of magnitude above
machine precision. In addition, there is consistently less
variability in the difference Frobenius norm obtained from
SRCI. These results show that the SRCI algorithm is more
numerically stable than the CI algorithm in this scenario.

Fig. 3. Frobenius norm of the error from single precision calculation of the
square root information matrix as compared with double precision calculations

V. CONCLUSION

This paper derived and implemented the square-root infor-
mation form of covariance intersection which is mathemat-
ically identical to the original covariance intersection algo-
rithm, but is more compatible with square-root filtering meth-

ods. It was shown that square-root covariance intersection is
more accurate than the covariance intersection algorithm when
taking as input the square-root of the information matrix. The
derivative of the objective function was analytically derived
for use in derivative based optimization methods. It was shown
that the square-root covariance intersection method produces a
conservative fused covariance with a guarantee that the fused
covariance will be symmetric. For these reasons, the square-
root information form of covariance intersection is a better
algorithm for data fusion to complement underlying tracking
applications that employ square-root filtering methods.
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